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Introduction 
 
Scope 
This report concerns methods and methodology for eliciting, representing, and analyzing 
mental models of intelligent systems or decision aid systems. In cognitive psychology, mental 
models are representations or expressions of how a person understands some sort of event, 
process, or system. In the XAI context, a mental model is basically a user’s understanding of the 
AI system.  
 
There is a large  computer science literature on the topic of knowledge elicitation.  This includes 
attempts to create software-assisted knowledge acquisition tools. The journal Knowledge 
Acquisition was devoted to the topic, as was a series of international workshops 
[http://ksi.cpsc.ucalgary.ca/KAW/KAW.html]. Similarly, in the psychology of expertise there is a 
large literature on knowledge elicitation. In both computer science and psychology the focus 
was on eliciting knowledge from domain experts (i.e. to help in the development of expert 
systems). This report does not review these extensive literatures (see Boose, Shema & 
Bradshaw, 1989; Crandall, Klein & Hoffman, 2006; Hoffman & Militello, 2008; Shadbolt & Smart, 
2015). However, many of the methods used in expert knowledge elicitation are referenced in 
this report (e.g., structured interviews, card-sorting tasks, etc.; see Tables 1 and 2, below). 
 
Key Concepts 
The concepts of a learner's mental model, a user model, and a cognitive model bear some 
conceptual similarities but also reflect origins in different disciplines and associated differences 
in purpose and method. A review of this extensive literature is beyond the scope of this report; 
we focus on people’s mental models of systems, which we distinguish from user models and 
cognitive models. A system may have an “understanding” of the user, called a user model, 
which the system employs to adapt its operations and interactions. User models consist of 
formalisms, such as production rules and semantic networks, which may represent a person’s 
preferences and emulate some aspects of his or her knowledge and reasoning about some 
situation. User models for intelligent tutoring systems were aimed at understanding a learner's 
understanding so as to tailor instructional materials and exercises (see for instance, Lesgold, et 
al., 1992). User models are also referenced in the design of human-machine systems (see for 
instance, Carberry, 1990; Harris and Helander, 1984; May, Barnard, and Blandford, 1993). 
Cognitive models for AI and expert systems were aimed at emulating human cognition and 
thereby replicating performance on various tasks (see for instance, Anderson et al., 1990; 
Clancey, 1984, 1986). Mental models, including the person’s beliefs and conceptual processes, 
may be represented as computational cognitive models using similar formalisms. 
 
The concept of the mental model has a long history. A number of similar notions of mental 
representation have been discussed in writings spanning those of Thomas Aquinas (1200s) to 
modern philosophers of science (e.g., Wittgenstein, 1953). Kenneth Craik (1943) is credited 
with suggesting the 'mental model' phrase in 1943. The notion was invoked at about the same 
time in the seminal research on problem solving by Karl Duncker (1945). As the influence of 
behaviorism waned in the latter part of the 20th century, the mental model notion became 
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common currency in cognitive psychology (e.g., Johnson-Laird, 1980; Norman, 1983), in human 
factors engineering (Wilson and Rutherford, 1989), in Artificial Intelligence applications for 
education (e.g., Sleeman and Brown, 1982; Kearsley, 1987), and in cognitive systems 
engineering (e.g., Moray, 1983; Rasmussen, 1986; Yates, 1985; Zhang & Wickens, 1987). In 
industrial psychology, organizational psychology, and operations research, it has generally 
believed for decades that the accuracy of mental models moderates performance (for reviews, 
see Forrester, 1961; Schaffernicht and Groesser, 2011). 
 
Theoretical Assertions 
 
Many of the theories of mental models could be described as essentially referring to 
“understanding.” That is, mental models emerge in the interplay of perception, comprehension, 
and organized knowledge. A consensus view of the nature of mental models involves the 
following assertions: 

• A mental model is a phenomenon or “presentation” to immediate awareness, and is 
thus accessible (conscious) and declarative (it can be described). 

• Mental models typically have a distinct mental imagery component, although there are 
individual differences on this factor. 

• Mental models are dynamic, not static. That is, they are the imagining of unfolding 
events or processes. 

• Mental models are not stored structures in long-term memory, although they depend 
on long-term memory for concepts and principles. That said, mental models for well-
known phenomena or events, or commonly occurring problem cases, can manifest as if 
they are relatively enduring memorial structures or prototypes. 

• Mental models are representations of something in the world, such as an event or a 
dynamical system. 

• The ways in which a mental model emerges and “behaves” is shaped by the regularities, 
laws, principles, causal dynamics that are known or are believed to govern that 
“something in the world” which is being represented.  

• Existing knowledge interacts with new information in a constructive process of dynamic 
problem representation, resulting in the phenomenon (comprehension or imagery) that 
is present in consciousness. 

• The "manipulation" of a mental model is a form of reasoning or mental strategy. The 
constraints provided by the mental model determine the transformations of knowledge 
states. This has also been described as a deductive process, in which the mental model 
serves as an hypothesis. 

• Mental models support projection to the future, that is, the anticipation or prediction of 
how current events will unfold or how a causal process will play out. 
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Empirical Assertions 
 
Based on a synthesis of a number of review articles on mental models (Klein and Hoffman, 
2008), the following assertion can be made with regard to the empirical evaluation of mental 
models: 
 

• Mental models can be inferred from empirical evidence. People may not be able to tell 
you “everything” about their mental models, and they may not be able to tell it well.  
But with adequate scaffolding by some method of guided task reflection, people can tell 
you how they understand an event or system, they can describe their knowledge of it, 
and the concepts and principles that are involved. 

• There is abundant evidence that mental imagery is involved in reasoning and dynamical 
and complex systems (e.g., Borgacz &Trafton, 2004). This assertion is supported by 
studies showing that diagrams can contribute significantly to the understanding of 
dynamic and complex systems (e.g., Clement, 2004; Glenberg and Langston, 1992; 
Heiser & Tversky,  2004; Johnson-Laird, 1983; Qin & Simon, 1992; Zhang & Wickens, 
1987). 

• There is sufficient evidence to conclude that different methods for eliciting mental 
models can converge on the same underlying knowledge structures (Evans, et al., 2001; 
van der Veer, & Melguzio, 2003). 

 
Collectively, these assertions are consistent with treatments by experimental psychologists 
Carroll (1984), Friedman, Forbus & Sherin (2017); Greeno (1977), Johnson-Laird (1980, 1983, 
1989), and Kintsch (1974), among others.  Importantly, these ideas pertain directly to how 
people understand machines, spanning simple devices, process control systems, and complex 
computational systems (Bainbridge, 1988; de Kleer and Brown, 1983; Goodstein, Andersen and 
Olsen, 1988; Moray, 1987; Rasmussen, 1986; Pejtersen and Goodstein, 1994; Samurcay and 
Hoc, 1996; Staggers and Norcio, 1993; Williams, Hollan, and Stevens, 1983; Young, 1983). 
 
Overview of Mental Model Elicitation Methods 
 
Referring again to the historical differences between concepts of user models, cognitive 
models, and mental models, there are associated differences in how models of human 
cognition are elicited and represented. There are also differences in the emphasis placed on 
elicitation methods. For example, some of the work on user and cognitive models focuses on 
formal methods and languages for modeling beliefs and/or problem solving. Often consisting of 
formal or semi-formal representations (e.g., procedural rules), these are researchers’ scientific 
models of what a user’s mental model might be (see for instance, Clancey, 1986; Johnson-Laird, 
1983; de Kleer, D, Steele, and Sussman, 1977; Moray, 1983; Schaffernicht and Groesser, 2011). 
An emerging line of research attempts to automatically derive a participant's mental model, 
which requires potentially different formalisms and methods. To date, this has been applied 
only to the de-contextualized task of using a graphics program to create geometrical diagrams 
(see Chunpir and Ludwig, 2017). 
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In much of the literature in which the mental model concept is invoked, little is said about 
methods and methodologies for eliciting, representing and analyzing mental models. Method 
and tactics in Cognitive Science, edited by Kintsch, Miller and Poulson (1984) asserts an 
emphasis on cognitive science methodology, but the chapters offer little about particular 
methods. Mental Models edited by Gentner and Gentner (1983) presents chapters on mental 
models about devices, but the focus is on theory and formal models for representation and 
analysis (especially of physical systems such as electronic circuits) rather than methods and 
methodologies for mental model elicitation.  Similarity, Mental Models authored by Johnson-
Laird (1983) discusses production rule systems, propositions bearing truth values, syllogistic 
reasoning, formal sentence and story grammars, representations of lexical meaning, and 
representations of belief systems but does not discuss the question of how to elicit learner's 
descriptions of their own mental models or understandings. 
 
Table 1 lists some methods that have been used to elicit mental models in fields such as 
cognitive psychology, knowledge acquisition for expert systems, instructional design, and 
educational computing. 
 
  



 6 

Table 1. Some methods that can be used to elicit mental models. 
 

METHOD ILLUSTRATIVE REFERENCES 
 
Think-Aloud Problem Solving Task, in which 
participants think aloud during a task.   

Beach, 1992; Ericsson and Simon, 1984; Gentner 
and Stevens, 1983; Greeno, 1983; Rasmussen, 
Pejtersen and Goodstein, 1994; Ward, et al., in 
press. 

Aloud Task with Concurrent Question Answering. Williams, Hollan and Stevens, 1983 
Task Reflection or Retrospection Task, in which 
participants describe their reasoning after 
conducting a task (e.g., fault diagnosis). The 
retrospection can be based, for example, on a 
replay of their task performance such as in a 
video. 

Lippa, Klein and Shalin, 2008; Praetorious and 
Duncan, 1988. 

Structured interview, essentially Retrospection 
Task with Question-Answering. 

Friedman, Forbus & Sherin, 2017; Fryer, 1939 

Card Sorting Task (also "Pathfinder"), based on 
the semantic similarity among a set of domain 
concepts. 

Chi, Feltovich and Glaser, 1981; St.-Cyr and Burns, 
2002; Evans, et al., 2001; van der Veer & 
Melguzio, 2003 

Nearest Neighbor Task,  in which participants 
select the explanation or diagram that best fits 
their beliefs. 

Hardiman, Dufresne and Mestre, 1989; Klein and 
Militello, 2001 

Self-Explanation Task (also called "Teach-back"), 
in which the user/learner expresses their own 
understanding. Similar to the 
Retrospection/Reflection Task 

Ford, Cañas, and Coffey, 1993; Fermbach, et al., 
2010; van der Veer & Melguzio, 2003. 

Glitch Detector Task (also called “accident-error 
analysis”), in which people identify the things 
that are wrong in an explanation.  

Hoffman, Coffey and Carnot, 2000; Taylor, 1988 

Prediction Task, in which users are presented test 
cases and are asked users to predict the results 
and then explain why they thought the predicted 
results would obtain. 

Muramatsu and Pratt, 2001 

Diagramming Task (also "Concept Mapping"), in 
which users create a diagram that lays out their 
knowledge of processes, events and other 
relations. 

Cañas, et al., 2003; Evans, et al., 2001; Hoffman 
et al., 2017; Moon, et al., 2011 

ShadowBox Task, in which learners compare their 
understandings to those of a domain expert. 

Klein & Borders, 2016 
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Table 2.  Methods strengths and weaknesses. 
 

METHOD STRENGTH WEAKNESS 
 
Think-Aloud Can provide rich information about 

mental models. 
Transcription and protocol analysis can 
be time consuming, result in a great 
deal of data, require much analysis. 

Task Reflection or 
Retrospection 

Can be conducted as a structured 
interview , as a questionnaire task, or as 
a verbalization of a self-explanation. Can 
provide rich information about mental 
models, or a quick window into mental 
models. The process of self-explanation 
itself has learning value. 

People can overestimate how well they 
understand complex systems. 
Transcription and protocol analysis can 
be time consuming, result in a great 
deal of data, require much analysis. 
Less effort would be required in a 
questionnaire method, though 
questionnaire design would be non-
trivial. 

Card Sorting Can provide information about domain 
concepts. 

Can provide sparse data about events or 
processes. 
Primary data consists only of similarity 
ratings (i.e., semantic nets) 

Nearest Neighbor Can provide a quick window into mental 
models. 

People overestimate how well they 
understand complex systems. 

Glitch Detector Can enable users to discover and explain 
aspects of their mental model that are 
reductive or incorrect. 

Glitches have to be built-in. Knowledge 
shields may inhibit the awareness of 
reductive tendencies. 

Question-
Answering/Structured 
Interview 

Enables researcher to probe selected 
aspects of a user’s mental model. 

Highly dependent on the 
researcher/interviewer’s skill at 
question design and interviewing. 

Think-Aloud Task with 
Concurrent Question 
Answering 

Enables the researcher to present 
targeted probes to the user during task 
performance. 

Highly dependent on the 
researcher/interviewer’s skill at 
question design and interviewing. 

Prediction Task Can provide a quick window into mental 
models.  The predictions should be 
accompanied by a confidence rating and 
an free response elaboration that 
explains or justifies the predictions. 

The free responses require content 
analysis. Requires clear rationale for the 
choice of instances or cases to be the 
focus of the predictions. 

Diagramming Task Can provide a rich and thorough 
representation of the user’s mental 
model.  Relations are not restricted to 
similarity (see Card Sorting Task, above). 

Can take time to create, although user 
friendly software systems are readily 
available. 

ShadowBox or 
"Shadowbox Lite" 
Task 

Can provide a quick window into mental 
models. 

May not result in a thorough expression 
of the mental model. 
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Frequently Used Methods 
Most psychological studies and studies on human-computer interaction reference the 
elicitation and analysis of user mental models, but typically little detail is provided about 
methods or methodology. In a number of studies on human-computer interaction, attempts 
were made to elicit, represent and measure or evaluate mental models, and some details were 
provided about the methods used (Schaffernicht & Groesser, 2011). Generally speaking, 
researchers have relied on one of three methods:  
(1) Semi-structured or structured (survey) interviews (for examples, see Borgman, 1986; 
Friedman, Forbus & Sherin, 2017; Muramatsu & Pratt, 2001; Tullio, Dey, Chalecki, and Fogarty, 
2007),  
(2) Some sort of diagram production task (e.g., influence diagrams, flow diagrams, etc.) (for 
example, see  Doyle, Radzicki, & Trees, 2008), 
(3) The Think-Aloud method (examples of the application of the Think-Aloud task in the user 
understanding of a complex systems are presented in Rasmussen, Petjersen and Goodstein, 
1994; Larkin, 1983; Williams, Hollan and Stevens, 1983). 
 
Strengths and Limitations of Think-Aloud Tasks and Tasks requiring Protocol Analysis 
Pejtersen and Goodstein (1984) describe the methodology and the process of coding and 
analyzing a verbal protocol. Their example illustrates that general finding that the elicitation 
and analysis of verbal protocols is a non-trivial activity if the analysis decomposes tasks to the 
sub-task level of detail.1  Praetorious and Duncan (1988) discuss ways of dealing with the pitfalls 
that can occur in using the Think-Aloud method. Feltovich, Coulson, and Spiro (2001) show how 
the Think-Aloud task can reveal learners’ reductive and incomplete mental models. 
 
Hutton (2004) conducted a project in which a number of audio transcripts of interviews with 
domain experts were transcribed for protocol analysis (e.g., NASA mission Control, Army 
tactical planning). Hutton affirmed that transcription is a time and resource intensive process, 
as is analysis (that is, identifying the relevant segments). Hutton also concluded the following: 

• If the participant comments are uttered in the context of actual task performance and 
the verbalizations are a part of the normal task performance, the data will be of higher 
validity.  

• Concurrent verbalizations or verbalization made during cued retrospection (i.e., task 
replay) result in data of higher validity than retrospection. 

• The data will be more useful if the researcher/analyst is present during the think-aloud 
task, records relevant contextual factors, and identifies focal periods for later analysis, 
contextualizing it by the memory of environmental and situational components. 

 
Recommendations for Elicitation Methods 
 
What is most desirable for XAI is a method that can elicit mental models quickly, and result in 
data that can be easily scored, categorized, or analyzed. It is also important that the method 
provide some sort of structure or “scaffolding” that supports the user in explaining their 
thoughts. Thus, for example, a standard Think-Aloud task without probe questions leaves the 
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user free to express whatever comes to mind. It is for this reason that even early experimental 
psychologists preferred the Cued Retrospection Task since the experimenter could present 
structured probe questions during the verbal report (see Ward, et al, in press). 
 
Prediction Task would have the user predict the Deep Net's classification or the Autonomous 
systems actions, for a selected instance or scenario, or set of instances or scenarios. It would 
serve as a fast and frugal method, but should be accompanied by a confidence rating and a free 
response elaboration that explains or justifies the predictions. 
 
ShadowBox Lite Task. Based on the above considerations and constraints, we also recommend 
that XAI evaluation rely on some type of Shadowbox Task. The task inherits some of the 
qualities of the Self-explanation Task. It provides structure, or scaffolding to assist the user, and 
can provide a quick window into mental models. Shadowbox Lite also can be thought of as a 
fast and frugal elicitation method, which avoids necessity of eliciting and analyzing an extensive 
recounting of the user’s mental model. 
 
Retrospection with Question-answering Task. This is a "free response" task in which the 
participants are asked such questions as: 
 

1. Please describe the major components or steps in the [software system, algorithm]. 
 

2. Based on the explanation of the [software, algorithm], can you imagine circumstances or 
situations in which the [software, algorithm] might lead to error conditions, wrong answers, or 
bad decisions?  

 
Answers could be scored by having a researcher/expert score each proposition for its 
correctness.  Mental model completeness could be determined using the method described in 
Tables 3-5, below. 
 
Additional tasks could also be useful in XAI, especially the Glitch Detector task, the Question-
Answering task, and the Diagramming. 
 
We are also recommending the following: 

1. The evaluation of user explanations within the XAI context should employ more than 
one method for eliciting mental models. 

2. It is important to attempt to reveal users' "knowledge shields," which are arguments 
people use to try and preserve their reductive understandings of a complex system 
(Feltovich, Coulson, and Spiro, 2001). Related to this, it is important to be sensitive to 
the fact that people can get into a state called "cognitive lock-up" in which they become 
stuck in a single understanding (and mode of inappropriate reliance on computer 
systems) (Holland, et al., 1986).  

3. Not all of the participants in a study have to be presented with a mental model 
elicitation task. Indeed, a reasonably sized and representative subset of the participants 
in a study can be presented one or more mental model elicitation tasks. If the analysis of 



 10 

the goodness of the mental models aligns with measures of performance, then 
subsequent studies can use performance measures as a surrogate for mental model 
analysis. 

 
Recommendations: Representation and Analysis 
 
Empirical information that expresses the content of a user’s mental model must be represented 
in such a way as to permit evaluation of its goodness (i.e., correctness, comprehensiveness, 
coherence, usefulness). It is quite common for reports of psychological research to represent 
participants’ mental models using some form of conceptual diagram, a directed graph that has 
ordered triples in which two concepts are linked by some sort of relation (see for instance, 
Gentner and Gentner, 1983; Young, 1983). A diagramming task, along with analysis of concepts 
and relations (including causal connections or state transitions) has been noted in: 

• The field of operations research as a widely used method for comparing mental models 
of dynamical systems (see Schaffernicht and Groesser, 2011), 

• The field of social studies as a method for comparing individuals' mental models of 
social groups (i.e., individuals and their inter-relations; Carley and Palmquist, 1992),  

• The field of education as a method for comparing the mental models of students to 
those of experts or their instructor (see Novak and Gowin, 1984).  

 
What is important is not that diagramming is an effective way of conveying the participant’s 
mental model to the researcher, although it is, but that this type of representation is a step 
toward an analytical method, specifically the basic method of propositional analysis See Cañas, 
et al., 2003; Johnson-Laird, 1983 Ch. 2). Results from a number of elicitation tasks will generally 
consist of a set of sentences, and these can be transformed into propositions (ordered triples). 
The set of propositions, broken out by the concepts, the relations, and the full propositions, can 
be compared to those generated by a domain expert (or by an XAI system).  
 
Tables 3, 4 and 5 present a simple example of propositional analysis. Using the framework of 
the Shadowbox Lite Task, Table 3 presents an "expert" explanation, although this might just as 
well be thought of as an explanation provided by an XAI system. Table 4 decomposes the 
expert's/XAI's explanation into the component concepts, relations and propositions. Table 5 
presents a comparison to statements made by a research participant.   

 

 

 

 



 11 

 

Table 3.  An example of propositional coding using the ShadowBox Lite Task. 
 
The control unit detects the rotation of the drive shaft from a magnet mounted on the drive 
shaft, and from that can calculate how fast the car is going. 
 
The control unit controls an electric motor that is connected to the accelerator linkage. 
 
The cruise control adjusts the engine speed until it is disengaged. 
 
What is right and helpful about this 
explanation? 
 
The cruise control unit has to know how fast the 
car is going. 
 
The cruise control has to control the engine 
throttle or accelerator. 

What is problematic or wrong about this 
explanation? 
 
It seems overly technical, with some concepts 
left unexplained. 
 
I do not think the cruise control detects the 
engine speed. 

 
Table 4.  Decomposition of the explanation. 
 

CONCEPTS =  10 RELATIONS = 7 PROPOSITIONS = 6 
 
Cruise control unit 
Magnet 
Drive shaft 
Drive shaft rotation 
Calculation 
Car speed 
Electric motor  
Accelerator linkage 
Throttle 
Disengagement 
 

Detect 
Mounted on 
Control 
Connected to 
Maintain 
Disengage 
Adjust 

Control unit detects drive shaft rotation. 
Magnet is mounted on the drive shaft. 
Control unit calculates car speed. 
Electric motor is connected to accelerator linkage. 
Cruise control adjusts engine speed. 
Engine speed is maintained until cruise control is 
disengaged. 
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Table 5.  Comparison of the ShadowBox answers to the decomposition of the explanation. 
 

SHADOWBOX STATEMENT DECOMPOSITION 
 
The cruise control has to know how fast the car is 
going. 
 
The cruise control has to control the engine 
throttle. 
 

2 propositions 
3 concepts (cruise control, car speed, throttle) 
2 relations (detect, control) 
 
Score for Number Correct - 7/23 
 

  
It seems overly technical, with some concepts left 
unexplained. 
 
I do not think the cruise control detects the 
engine speed. 
 

Score for Number of Correct Corrections = 2 

 
This example is intended to be merely illustrative. Explanations for XAI will be more lengthy and 
complex. Additionally, decisions have to be made about the scoring of propositions that are 
paraphrases. For example, the participant proposition, "The cruise control has to know how fast 
the car is going" can be thought of as a paraphrase extracted from the first statement in the 
given explanation (see Table 4, above). 
 
The counts for concepts, relations and propositions can be aggregated and analyzed in a 
number of ways. The score for the Number of Correct Corrections might be aggregated into a 
total score in a number of ways, such as by a weighting or a parameter. One can calculate the 
percentage of concepts, relations, and propositions that are in the user’s explanation that are 
also in the expert’s explanation. This could be suggestive of the completeness of the user’s 
mental model.  
 
Recommendations Regarding Measurement 
 
While it can be hypothesized that a measure of performance is simultaneously a measure of 
performance and a measure of the goodness of user mental models, this hypothesis is not to be 
taken for granted, but must be empirically investigated to see if it is confirmed. There is some 
literature suggesting that performance in simulated industrial process control tasks can be good 
and yet the operator’s understanding can be limited and even incorrect (see Berry and 
Broadbent, 1984). There is evidence that performance on a number of the tasks mentioned in 
this report can be dissociated, such as the dissociation between card sorting, performance on a 
causal diagramming task, and performance on a prediction task (see St.-Cyr and Burns, 2002). In 
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other words, people might be able to explain domain concepts and causal principles and yet not 
perform very well in a prediction task. Furthermore, performance on any given task might be 
above chance without the participant having a good understanding. Exploration of the 
hypothesis that a single performance measure can be multiply interpreted is central to ensuring 
rigor in psychological research. 
 
A main purpose of an evaluation of user mental models is to confirm the hypothesis that a 
measure of performance is simultaneously a measure of performance and a measure of the 
goodness of the user’s mental models. It may be especially revealing to elicit mental models 
from participants in a study who perform the best and participants in a study who perform the 
worst. Comparison of their models, and those with an expert model would affirm the 
hypothesis that a measure of performance is simultaneously a measure of performance and a 
measure of the goodness of the user mental model. 
 
Recommended Articles  
 
Praetorious and Duncan (1988) Elegant treatment of methodology for eliciting mental models. 
Staggers and Norco (1992) Good summary of the conceptual and theoretical issues. 
Pjtersen and Goodstein (1994) 
Williams, Hollan and Stevens, 
(1983) 

Illustrates the Think-Aloud task to elicit mental models of devices. 

Gentner and Gentner (1983) Illustrates the Question-Answering task. 
Friedman, Forbus & Sherin (2017) Computational cognitive model creates and evaluates models 

based on fragmentary and inconsistent information.  Formalism is 
predicate calculus, and the assertion is that the system is capable 
of abductive inference, that is, inference to a best explanation. 
Includes examples of propositional encoding of interview 
transcripts. 

Fryer (1939) Though reflective of the days of introspective psychology, this is a 
clear and succinct presentation of a method that combines 
Retrospection with Likert scale questionnaire to quantify 
participants’ reasoning. 

van der Veer & Melguzio (2003) Review article that highlights Pathfinder and Teach-back methods. 
Carley and Palmquist (1992) Provide illustrative examples of propositional coding for transcripts 

of interviews of students by their teachers. 
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Footnotes 

 
1. This sentiment motivated a paper by Praetorious and Duncan (1988) in which they 

discuss whether verbal reports are “a problem in research design” (p. 293). Their 
paper refers to the difficulty research participants can have in articulating their 
knowledge, and the reliability or validity of verbal reports (see also Bainbridge, 
1979). The authors also reference the long-standing and typically misunderstood 
debate between behaviorism and introspectionism (see Ward, et al., in press). The 
extremist view is that people do not have “access” to their mental processes and 
therefore are unable to report about their knowledge (cf. Nisbett and Wilson, 1977). 
This view motivates the claim that one should never collect verbal protocol data 
because the data are necessarily incomplete, unreliable, etc. Obviously, this throws 
the baby out with the bath water on the basis of a manifestly false assumption. If 
humans were unable to express their knowledge and explain their reasoning, then 
human kind will still be living in the Stone Age, or worse. Historically, storytelling is 
the primary means for instruction and knowledge sharing. Furthermore, the 
extremist view is methodolatrist: Just because verbal reports may be limited in some 
ways that is not a reason to not elicit them at all; all methods and models have 
limitations as well as strengths. Finally, it must be asserted that in the understanding 
of a complex system, as in the case of XAI, researchers must somehow “get inside 
the heads” of the users. 

 
2. It is assumed that the expert’s explanation is rated as “good” by a panel of 

independent experts (n ~ 5), according to the Explanation Satisfaction Scale. 
 
3. ShadowBox Lite is presented by permission from Devorah Klein. 
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